BizTalk Server 2004 Advanced MessageBox Queries
This paper provides details of the BizTalk Server internal database working.  Associated with this paper are a set of useful T-SQL queries which can be used for operational management and trouble shooting.
Disclaimer
Generally speaking making modifications to the BizTalk Server SQL Database is a high risk activity that should only be performed by a SQL Server expert. Some of the concepts you should be familiar with include: 
· The 4 isolation levels
· The difference between a clustered and non-clustered index
· Knowledge of what deadlocks are

If you are unfamiliar with these concepts then the contents of this document are probably not appropriate for you.  If you are familiar then read on but remember while the below should have no detrimental effects, your database stores all your precious data and you should have a backup and restore methodology just in case.

Ground Rules
The operations documented in this paper are read-only. Under no circumstances should you write to or modify the database.  If you follow these rules, you will be okay. The list below provides instructions on which syntaxes to use when performing dirty reads on the database.  If an operation is not explicitly mentioned below then do not try that operation.

1)   Always start off all TSQL segments that access the BizTalk Server databases with the following lines:
1. set nocount on
2. set transaction isolation level read committed

3. set deadlock_priority low

2) Always use the “WITH (NOLOCK)” hint when referencing a table. There is no reason for you to hold locks. A dirty read should always be good enough for these types of actions. If dirty read is not good enough, you should not be doing what you are doing.

3) Only use the SELECT action keyword. NEVER, EVER, EVER use the UPDATE, DELETE, or INSERT statements (got that?).  Dirty reads will not actually change your database.
4) Do not add things to the database such as triggers. You might think a trigger is harmless, but they can cause bad performance issues because of the way they scan the transaction log. Just don’t add anything such as: triggers, tables, stored procedures, views, functions etc.
5) Do not change anything. For example do not change the indexing scheme, don’t use ALTER statements or DROP statements. If you alter the database, you are no longer supported. This would not make your life easier. 
6) Okay, there is one slight exception to the no create and drop rule. The samples will sometimes use temp tables to make the results more readable and compact and to enumerate through all of the hosts you have created. In that case you have to create a temp table and drop it or else it would not work if you ran it again. This is the one and only one exception and be very careful. Run all scripts first in a test system since if you drop one of the real tables you will potentially need to reinstall and any live data might be lost. 

Support Statement
The code below is technically not supported in so much as the database structure could change and make the sample scripts not work anymore. In a future product version queries similar to these in function may be more automated through the user interface.   The examples given below make assumptions about database names. You might have to alter them if your databases are named differently. The examples assume a local database. If you have a remote database then you either need to use linked server to make a remote query, or just learn to map the queries. First we will address the columns in the database and provide a brief explanation for the various guid columns, and in the following section we will provide some useful queries for management and monitoring:
Mapping guid columns to something meaningful

A large number of our columns are guids which in many cases have some underlying meaning which can be translated into something readable. Here are some of the most common ones and how to map them to something useful:

· uidClassID – this column represents the service class (ie Messaging, Orchestration, MSMQt, Isolated Adapter, …). To translated this into something meaningful you can join with the UniqueId column in the adm_ServiceClass table and look at the Name column for something more humanly readable.

· uidServiceID – this column means different things depending on the value of the uidClassID column. If uidClassID is XLANG/s (orchestration), then this represents the id of the orchestration type. In that case you can join with the bts_Orchestration table in the management db on the uidGUID column and then look at the nvcName field to get something more useful. If the uidClassID indicates that this is Messaging In-Proc, then this is the identifier of the sendport and you should join with bts_SendPort table on the uidGUID column and look at the nvcName field for more information. If this is MSMQt, well then it is actually a bit confusing. In most cases it will work if you just join with the sendport table as for MSMQt. If the guid is for the Isolated Adapter, then this is a reqest response receive port and …
· uidPortID – In the case of orchestration, this field is blank / meaningless (unfortunate … had hoped they would indicate the actual port in the orchestration, but oh well). For Messaging and MSMQt, this column can be used to indicate whether you are on the primary or secondary transports for the sendport. By first joining the uidServiceID with the bts_sendport table, you can then join the bts_SendPort table’s nID column with the nSendPortID column in the bts_sendport_transport table and then join the uidPortID with the uidGUID column in the bts_SendPort_Transport table to get all the information you need. (You probably don’t even need to use the uidServiceID since you can just work back from the portID, but its good to know ( ).
Basic Tables You Should Know About

There are really only a couple of basic tables you need to understand as far as the health of your system goes. The ones listed below are probably the most important and are the ones used in the sample queries in the next section. Understand that we can’t give definite numbers to what is and isn’t healthy because that is specific to your business solution. You need to determine these health levels based upon how much stress you put on your system, how long you expect services to take to complete and whether you are at times using the messagebox as a store while you upgrade the backend system. These are all factors you need to consider. We are just providing the information so that you can at least begin to make these health calculations.
· <HostName>Q – Often referred to as the workQ, this contains a list of messages which are pending delivery (dequeue) to the specific host. They might be pending because you have your nt service turned off or because there is too much stress, or you have a service window, or finally because they are retrying and have a delay put on them. The columns listed above are in this table as well as things like retry count, service windows, and valid time (used by retries to put a delay on the retry). This table is not something you often want to grow large (ie a 100,000 rows). Even with a large number of rows BizTalk Server will continue to work but it means you have a serious backlog of work either because your servers are down, you don’t have enough processing power, or everything is failing and retrying. None of these are good things and should be resolved or managed appropriately. 
· <HostName>Q_Suspended – this table contains a list of messages which have been suspended. In almost all cases, if the message has been suspended, so has the associated instance, but there are a couple of exceptions such as MSMQt which allow for the message to be suspended while the instance is still active. If this table grows at all, it means things are failing and you are hopefully taking a look at this.
· InstanceStateMessageReferences_<HostName> -- Often referred to as the StateQ, this holds a list of messages which have been processed by the instance, but it might need the message later, so it holds the reference here. Currently this table is only applicable for MSMQt and Orchestration. If an orchestration receives a message, performs some operations, persists, but then later the message will be used again, the reference is updated in this table. That is not something you really need to worry about. The only time this table is really interesting is with MSMQt. Because MSMQt uses a reliable, ordered protocol, if one message goes unacknowledged, none of the rest of them can be sent until that one is acknowledged . So while retrying that message, the other messages will build up in this state table. Hence if you find an instance with a growing number of state reference messages it could indicate that you have an MSMQt backlog and you need to check to make sure messages are flowing to your outgoing queue. You might need to use netmon to monitor the network traffic between the BizTalk and MSMQ machines to determine why the acknowledgements are not being returned by MSMQt. 
· Instances – this table contains a list of all instances in the system, regardless of host. This is the list which is shown when you use the Service Instances view in the Operations menu of HAT. The host name is in the table (the db uses the term application because of legacy reasons, a host was once called an application in the BizTalk Server 2004 beta). If this table grows it is not necessarily a problem. Perhaps that is what you expect. Perhaps you want to have 100,000 dehydrated orchestrations because you take 10 days to get responses. Also, other factors like the size of the previous tables will often give you a good indication that a problem is occurring before this will. However, there are cases, like when the backend system which is supposed to be sending responses to you is down or slow, that this table can be used, by monitoring the number of dehydrated orchestrations, to tell you that something like this is happening.
· Spool – this table contains a list of all messages in the system. The rows in the other tables which we said held messages actually just hold references to the messages which really exist in this table. If this table gets too big, you have a problem with your system. Might be server down, might be things are failing, or it might be that you don’t have SQL Server Agent running. SQL Agent runs our purge jobs which are basically doing garbage collection for us. If you don’t run these jobs your spool table will never shrink and you will have an unhealthy system.
Handy SQL To Look at the Health of Your System

These samples assume some things about database names and just to make the output easier, they currently link to the management database. It is easier to show how to link with the management db since the smallest shops will probably have both dbs on the same server. Larger shops with multiple db servers should have someone (ie the person reading this paper) who can make sense of what is written and make the slight tweak to remove the link to the management db.
Count of all Orchestration instances grouped by state
What it does:   Gives statistical information about all orchestration instances in your system and groups them into the different states they might be in. This type of information is available in the admin MMC by right clicking on an orchestration and selecting properties. This is just a way to rollup all data across all orchestration types and to do it programmatically.
How to read the results: If you have a large number of suspended instances well then something is failing. If you have a large number of dehydrated instances it could indicate a problem with your backend systems not responding promptly or it could just mean that the host in which messaging services are running is not up. If you have a large number of Ready To Run services then either your server is not up or you have a lot of load on your system and are trying hard to keep up. Might not be a problem if we catch up later, but if we can’t catch up then your system is being over driven.
What to do: If they are suspended, you need to look at the suspended info in HAT and determine why they are suspended and do something about. If they are dehydrated and you are concerned, you should look at the message flow to see what they are waiting for and then determine why that message has not come back. If they are ready to run, you should make sure your services are running and then check CPU utilization on these machines and other resource issues because they might be over-driven.
SET NOCOUNT ON

SET TRANSACTION ISOLATION LEVEL READ COMMITTED

SET DEADLOCK_PRIORITY LOW

SELECT  o.nvcName AS Orchestration, COUNT(*) as Count,


CASE i.nState



WHEN 1 THEN 'Ready To Run'



WHEN 2 THEN 'Active'



WHEN 4 THEN 'Suspended Resumable'



WHEN 8 THEN 'Dehydrated'



WHEN 16 THEN 'Completed With Discarded Messages'



WHEN 32 THEN 'Suspended Non-Resumable'


END as State

FROM [BizTalkMsgboxDb]..[Instances] AS i WITH (NOLOCK) 

JOIN [BizTalkMgmtDb]..[bts_Orchestration] AS o WITH (NOLOCK) ON i.uidServiceID = o.uidGUID

--WHERE dtCreated > '2004-08-24 00:00:00' AND dtCreated < '2004-08-24 13:30:00'  

GROUP BY o.nvcName, i.nState
Counts for all host queues
What it does:   This will return the table size for the three queues described in the tables section for all applications

How to read the results: If the suspendedQ grows, things are failing. If the workQ grows, you are either over-driving the system, your services are off, or perhaps things have failed and you are going to do retries so the messages are delayed (see valid time). If the state queue grows, you either have a lot of dehydrated orchestrations, or you might be having problems with MSMQt.
What to do: If it is the SuspendedQ, use the error information in HAT and the eventlog to figure out what is failing and fix it. Make sure to either resume or terminate these instances eventually. You don’t want stuff sitting around forever. If it is the workQ, check to make sure the services are running. If they are, check to see if the CPU or other resources are pegged since you might be over driving the system. Also check the evenlog for warnings indicating transport failures which could cause retires. If it is the StateQ, check to see if you have a lot of dehydrated or suspended orchestrations and if so, why. You can also run one of the later queries to try and see if it is an MSMQt instance holding all the references and if so, you are probably not sending data to the outgoing queue anymore because we are still waiting for an ack for an earlier message.
SET NOCOUNT ON

SET TRANSACTION ISOLATION LEVEL READ COMMITTED

SET DEADLOCK_PRIORITY LOW

CREATE TABLE #Temp (AppQueue nvarchar(256), QueueSize int)

declare @nvcAppName sysname

declare MyCursor CURSOR FAST_FORWARD FOR

SELECT nvcApplicationName FROM [BizTalkMsgboxDb]..[Applications] WITH (NOLOCK)

open MyCursor
FETCH NEXT FROM MyCursor INTO @nvcAppName

WHILE (@@FETCH_STATUS = 0)

BEGIN

    
INSERT INTO #Temp

    
exec ('SELECT ''' + @nvcAppName + 'Q'', COUNT(*) FROM ' + @nvcAppName +'Q WITH (NOLOCK)')


INSERT INTO #Temp


exec ('SELECT ''' + @nvcAppName + 'Q_Suspended'', COUNT(*) FROM ' + @nvcAppName +'Q_Suspended WITH (NOLOCK)')


INSERT INTO #Temp


exec ('SELECT ''InstanceStateMessageReferences_' + @nvcAppName + ''', COUNT(*) FROM InstanceStateMessageReferences_' + @nvcAppName + '  WITH (NOLOCK)')


FETCH NEXT FROM MyCursor INTO @nvcAppName

END  

SELECT * FROM #Temp ORDER BY QueueSize DESC

close MyCursor
deallocate MyCursor
DROP TABLE #Temp

Count for number of state messages grouped by instances
What it does:   This will give you a count of the number of state messages associated with each instance
How to read the results: This specific query is probably only useful for systems which use MSMQt as a quick warning when things are starting to go wrong. If you have a lot of messages building up for a specific instance and that instance is an MSMQt instances, you could have problems.
What to do: If you have one of these problematic instances and the service class is MSMQt, you can look at the UserState column to determine what the name of the queue is which we are talking to and then you need to see why the communication with that machines queue is not working. If this is an orchestration, it is possible this is simply expected. It depends on your business logic as to why so many messages are going to the same instance.
SET NOCOUNT ON

SET TRANSACTION ISOLATION LEVEL READ COMMITTED

SET DEADLOCK_PRIORITY LOW

CREATE TABLE #Temp (AppName nvarchar(256), StateMessages int, InstanceID uniqueidentifier, ServiceClassID uniqueidentifier, ServiceState nvarchar(256))

declare @nvcAppName sysname

declare MyCursor CURSOR FAST_FORWARD FOR

SELECT nvcApplicationName FROM [BizTalkMsgboxDb]..[Applications] WITH (NOLOCK)

open MyCursor
FETCH NEXT FROM MyCursor INTO @nvcAppName

WHILE (@@FETCH_STATUS = 0)

BEGIN


INSERT INTO #Temp


exec ('SELECT ''' + @nvcAppName + ''', COUNT(*), i.uidInstanceID, i.uidClassID, i.nvcUserState FROM InstanceStateMessageReferences_' + @nvcAppName + ' AS s WITH (NOLOCK) JOIN Instances AS i WITH (NOLOCK) ON s.uidInstanceID = i.uidInstanceID GROUP BY i.uidInstanceID, i.uidClassID, i.nvcUserState')


FETCH NEXT FROM MyCursor INTO @nvcAppName

END  

SELECT * FROM #Temp ORDER BY StateMessages DESC

close MyCursor
deallocate MyCursor
DROP TABLE #Temp
Count of all active messages for a specific sendport
What it does:   This query not only gives the count for how many messages are in the workQ for a given sendport, but it will do a breakdown based upon the primary and secondary transport also. Even better, it will give you a count for the maximum number of retries any message is on.
How to read the results: Having a high number for a certain transport is not necessarily worrying. It is basically the same as having a lot of data in the workQ generically and could just mean your system is slow. If you retry count is high it means things are failing. If you have a lot of messages on the secondary transport, then things never succeeded on the primary and now have failed over to the secondary transport
What to do: You should look in the eventlog for information on why the failures are happening and perhaps look into the system which this sendport is communicating with the to figure out what the problem is.
SET NOCOUNT ON

SET TRANSACTION ISOLATION LEVEL READ COMMITTED

SET DEADLOCK_PRIORITY LOW

CREATE TABLE #Temp (MaxRetries int, Active int, SendPort nvarchar(256), IsPrimaryTransport int)

declare @nvcAppName sysname

declare MyCursor CURSOR FAST_FORWARD FOR

SELECT nvcApplicationName FROM [BizTalkMsgboxDb]..[Applications] WITH (NOLOCK)

open MyCursor
FETCH NEXT FROM MyCursor INTO @nvcAppName

WHILE (@@FETCH_STATUS = 0)

BEGIN


INSERT INTO #Temp


exec ('
SELECT
  MAX(q.nRetryCount) AS MaxRetries




  ,COUNT(*) AS Active




  ,sp.nvcName AS SendHandlersHostServiceName




  ,spt.bIsPrimary AS IsPrimaryTransport



FROM ' +  @nvcAppName + 'Q as q WITH (NOLOCK)




  INNER LOOP JOIN Subscription as s WITH (NOLOCK) ON q.uidServiceID = s.uidServiceID AND s.uidPortID = q.uidPortID




  INNER LOOP JOIN [BizTalkMgmtDb]..[bts_sendport] as sp WITH (NOLOCK) ON q.uidServiceID = sp.uidGUID




  INNER LOOP JOIN [BizTalkMgmtDb]..[bts_sendport_transport] as spt WITH (NOLOCK) ON sp.nID = spt.nSendPortID AND spt.uidGUID = q.uidPortID



GROUP BY  sp.nvcName, s.uidPortID, spt.bIsPrimary



ORDER BY  SendHandlersHostServiceName ASC')


FETCH NEXT FROM MyCursor INTO @nvcAppName

END  

SELECT * FROM #Temp ORDER BY Active DESC

close MyCursor
deallocate MyCursor
DROP TABLE #Temp

Last duration for our SQL Agent jobs
What it does:   This will give you a view into when each job last ran and how long it took. This is important to monitor not just because of the data it gives you but also to make sure you realize the importance of having sql agent running.
How to read the results: If the jobs start taking a long time, you could have database resource issues. Either you are running out of CPU or perhaps your disk is getting thrashed. If the job failed, it could be because of a number of deadlock issues which we are fixing in SP1 or have fixed in QFEs.
What to do: If it is a resource issue, you might need to consider beefing up your sql server. If the issue only happens rarely, then you are probably okay as we will catch up. If a failure occurred due to deadlock, you could consider getting SP1 if it has released yet as we fix a number of these issues. There is also a QFE out for deadlocking in the TrackedMessages_Copy job. In general, the deadlocks will not seriously hurt your system as long as they don’t occur too often. The job will fail and we will just have more work to do next time it kicks in. 
SET NOCOUNT ON

SET TRANSACTION ISOLATION LEVEL READ COMMITTED

SET DEADLOCK_PRIORITY LOW

CREATE TABLE #Temp (JobID uniqueidentifier,

                    JobName sysname,

                    Status int,

                    DateStarted int,

                    TimeStarted int,

                    Duration int,

                    OpEmailed nvarchar(20),

                    OpNetSent nvarchar(20),

                    OpPaged nvarchar(20),

                    Retries int,

                    Server nvarchar(30)

                    )

CREATE TABLE #Final (MessageBox sysname,



    JobName sysname,



    DateStarted int,

                   
    TimeStarted int,



    Duration int,

                    Status int

                    )

declare @dbName sysname

declare MyCursor cursor FAST_FORWARD FOR

select DBName FROM [BizTalkMgmtDb]..[adm_MessageBox] WITH (NOLOCK)

open MyCursor
FETCH NEXT FROM MyCursor INTO @dbName

WHILE (@@FETCH_STATUS = 0)

BEGIN

    INSERT INTO #Temp

    exec ('[msdb]..[sp_help_jobhistory] @job_name = ''MessageBox_DeadProcesses_Cleanup_' + @dbName + '''')

    INSERT INTO #Final

    SELECT TOP 1 @dbName, JobName, DateStarted, TimeStarted, Duration, Status FROM #Temp

    TRUNCATE TABLE #Temp    

    INSERT INTO #Temp

    exec ('[msdb]..[sp_help_jobhistory] @job_name = ''MessageBox_Message_Cleanup_' + @dbName + '''')

    INSERT INTO #Final

    SELECT TOP 1 @dbName, JobName, DateStarted, TimeStarted, Duration, Status FROM #Temp

    TRUNCATE TABLE #Temp    

    INSERT INTO #Temp

    exec ('[msdb]..[sp_help_jobhistory] @job_name = ''MessageBox_Parts_Cleanup_' + @dbName + '''')

    INSERT INTO #Final

    SELECT TOP 1 @dbName, JobName, DateStarted, TimeStarted, Duration, Status FROM #Temp

    TRUNCATE TABLE #Temp    

    INSERT INTO #Temp

    exec ('[msdb]..[sp_help_jobhistory] @job_name = ''PurgeSubscriptionsJob_' + @dbName + '''')

    INSERT INTO #Final

    SELECT TOP 1 @dbName, JobName, DateStarted, TimeStarted, Duration, Status FROM #Temp

    TRUNCATE TABLE #Temp    

    INSERT INTO #Temp

    exec ('[msdb]..[sp_help_jobhistory] @job_name = ''TrackedMessages_Copy_' + @dbName + '''')

    INSERT INTO #Final

    SELECT TOP 1 @dbName, JobName, DateStarted, TimeStarted, Duration, Status FROM #Temp

    TRUNCATE TABLE #Temp    

    FETCH NEXT FROM MyCursor INTO @dbName

END

SELECT * FROM #Final ORDER BY MessageBox

close MyCursor
deallocate MyCursor
drop table #Temp

drop table #Final
